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New AMD Radeon Instinct chips for machine learning 
 

AMD has introduced graphics processing unit 

(GPU) accelerators for machine intelligence 

through a combination of both hardware and 

open source software. The new AI chips are based 

on the Polaris graphics architecture that AMD 

introduced earlier this year. The aim is to 

dramatically increase performance, efficiency, 

and ease of implementation of deep learning 

neural network workloads. New Radeon Instinct 

accelerators will offer organizations powerful 

GPU-based solutions for deep learning inference 

and training. 

 

Along with the new hardware offerings, AMD 

announced MIOpen, a free, open-source library 

for GPU accelerators intended to enable high-

performance machine intelligence 

implementations. AMD has also optimized deep 

learning frameworks on AMD’s Radeon Open 

Compute Platform (ROCm) software to build the 

foundation of the next evolution of machine 

intelligence workloads. 

 

Inexpensive high-capacity storage, an abundance 

of sensor driven data, and the exponential growth 

of user-generated content are driving exabytes of 

data globally. Recent advances in machine 

intelligence algorithms mapped to high-

performance GPUs are enabling huge progress in 

the processing and understanding of that data, 

producing insights in near real time. 

 

AMD Radeon Instinct chips is a blueprint for an 

open software ecosystem for machine 

intelligence, helping to speed inference insights 

and algorithm training. Radeon Instinct 

accelerators are designed to address a wide 

range of machine intelligence applications. The 

chips include the Radeon Instinct  MI6 

accelerator based on the Polaris GPU. The 

passively cooled inference accelerator can 

perform at 5.7 teraflops at 150 watts. It has 16 GB 

of GPU memory. The Radeon Instinct MI8 

accelerator harnesses the high-performance, 

energy-efficient Fiji Nano GPU, which will be a 

small form factor HPC and inference accelerator 

with 8.2 teraflops of peak performance at less 

than 175 watts and 4 GB of high-bandwidth 

memory. 

 

And the Radeon Instinct MI25 accelerator will 

use AMD’s next-generation high-performance 

Vega GPU architecture and is designed for deep 

learning training, optimized for time-to-solution. 

The free, open-source MIOpen GPU-accelerated 

library is expected to debut in the first quarter of 

2017 

to provide GPU-tuned implementations for 

standard routines, such as convolution, pooling, 

activation functions, normalization, and tensor 

format. 

 

The AMD ROCm deep learning frameworks will 

be optimized for Caffe, Torch 7, and Tensorflow, 

allowing programmers to focus on training 

neural networks rather than low-level 

performance tuning through ROCm’s rich 

integrations.AMD ROCm is intended to serve as 

the foundation of the next evolution of machine 

intelligence problem sets, with domain-specific 

compilers for linear algebra and tensors and an 

open compiler and language runtime. 

 

 

Mr. BINU A 

HOD-IT 

 



Bitcoin-For Internet Age 

              

Bitcoin is a digital asset and a payment system 

invented by Satoshi Nakamoto, who published 

the invention in 2008   and released it as open-

source software in 2009 

 

Bitcoin uses peer-to-peer technology to operate 

with no central authority or banks; managing 

transactions and the issuing of bitcoins is carried 

out collectively by the network. Bitcoins are 

created as a reward for payment processing work 

in which users offer their computing power to 

verify and record payments into a public ledger. 

This activity is called mining and miners are 

rewarded with transaction fees and newly 

created bitcoins. An increasing number of large 

online businesses now accept Bitcoin payments, 

including Dell, Expedia, Google, OkCupid, Paypal, 

Reddit and many others. 

 

A Bitcoin ATM in California                                              

It has drawn the support of some politicians, 

notably U.S. Presidential candidate Rand Paul, 

who accepts donations in Bitcoin. Although 

growing in popularity, it's still difficult to make 

regular day-to-day purchases with Bitcoin in the 

USA, such as buying petrol from a station or 

groceries at a neighborhood store, or a meal at a 

restaurant. That could be about to change, 

however, thanks to a new Bitcoin debit card. 

Known as the Shift Card, it can function like a 

normal VISA debit card – allowing users in 24 

states across the USA to spend their virtual 

money both online and offline at over 38 million 

merchants around the world. It can also be used 

to withdraw cash from an ATM, with funds taken 

out of the person's online Bitcoin balance, not a 

bank account, although this requires a fee. An 

accompanying Shift mobile app enables you to 

check account balances and transaction details, 

or easily add and edit account information for 

quick selection at time of payment. Bitcoin 

verifies transactions with the same state-of-the-

art encryption that is used in banking, military 

and government applications. 

 

As a new user, you can get started with Bitcoin 

without understanding the technical details. 

Once you have installed a Bitcoin wallet on your 

https://en.wikipedia.org/wiki/Payment_system
https://en.wikipedia.org/wiki/Satoshi_Nakamoto
https://en.wikipedia.org/wiki/Open-source_software
https://en.wikipedia.org/wiki/Open-source_software
https://bitcoin.org/en/getting-started


computer or mobile phone, it will generate your 

first Bitcoin address and you can create more 

whenever you need one. You can disclose your 

addresses to your friends so that they can pay you 

or vice versa. In fact, this is pretty similar to how 

email works, except that Bitcoin addresses 

should only be used once. 

 

Ms. BENCY WILSON 

ASSISTANT PROFESSOR 

DIT 

 

 

 

TensorFlow is an open source software library 

for numerical computation using data flow 

graphs. Nodes in the graph represent 

mathematical operations, while the graph edges 

represent the multidimensional data arrays 

(tensors) communicated between them. The 

flexible architecture allows you to deploy 

computation to one or more CPUs or GPUs in a 

desktop, server, or mobile device with a single 

API. TensorFlow was originally developed by 

researchers and engineers working on the Google 

Brain Team within Google's Machine Intelligence 

research organization for the purposes of 

conducting machine learning and deep neural 

networks research, but the system is general 

enough to be applicable in a wide variety of other 

domains as well. Its features as follows: 

 

 Deep Flexibility  

TensorFlow isn't a rigid neural networks library. 

If you can express your computation as a data 

flow graph, you can use TensorFlow. You 

construct the graph, and you write the Inner loop 

that derives the computation. 

 True Portability 

TensorFlow runs on CPUs or GPUs, and on 

desktop, server, or mobile computing platforms.  

 

 Connect Research and Production 

At Google, research scientists experiment with 

new algorithms in TensorFlow, and product 

teams use TensorFlow to train and serve models 

live to real customers. Using TensorFlow allows 

industrial researchers to push ideas to products 

faster, and allows academic researchers to share 

code more directly and with greater scientific 

reproducibility. 

 

 Auto-Differentiation 

https://www.tensorflow.org/mobile.html


Gradient based machine learning algorithms will 

benefit from TensorFlow's automatic 

differentiation capabilities. As a TensorFlow user, 

you define the computational architecture of 

your predictive model, combine that with your 

objective function, and just add data TensorFlow 

handles computing the derivatives for you. 

  

 Language Options 

TensorFlow comes with an easy to use Python 

interface and a no-nonsense C++ interface to 

build and execute your computational graphs. 

Write stand-alone TensorFlow Python or C++ 

programs, or try things out in an interactive 

TensorFlow iPython notebook where you can 

keep notes, code, and visualizations logically 

grouped.  

 

 Maximize Performance 

With first-class support for threads, queues, and 

asynchronous computation, TensorFlow allows 

you to make the most of your available hardware. 

Freely assign compute elements of your 

TensorFlow graph to different devices, and let 

TensorFlow handle the copies. 

 

TensorFlow is for everyone. It's for students, 

researchers, hobbyists, hackers, engineers, 

developers, inventors and innovators and is 

being open sourced under the Apache 2.0 open 

source license. 

 

Naina Fathima sayed 
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'Bionic Hearing' with New Smart Earbuds 

Imagine a world without sound and the 

frustration of trying to express what you feel or 

need to others. In America, there are 

approximately 28 million hearing-impaired 

individuals. Cochlear implants have brought 

hearing to some, while others in the deaf culture 

opt to keep sign language as their method of 

communication.Not being able to hear can cause 

them to have lack of friends since many people 

can't sign. They can also feel left out in 

situations. Since they can't hear, it is dangerous to 

go places alone. They can't hear cars, bikes, or 

other people coming. They also can't hear 

warnings like 'watch out!' or 'fire!' or directions 

in times of need. Deaf people can't hear music, 

which is really sad to me, since music is my 

life.Bionic Hearing with New Smart Earbuds are 

small earbuds are useful for those people also 

who long for complete silence sometimes when 

you are in a crowded place or a mall. Which 

means this new invention is not only useful for 

the deaf community , but also for normal people 

like us. 



 

If you've ever been on a crowded bus and found 

yourself stuck between a loud conversation on 

one side and obnoxiously loud music on the 

other, the idea of being able to cancel out that 

background noise probably sounds like bliss. 

Now, new earbuds can not only help boost your 

hearing and cancel out pesky noise, but also serve 

as wireless earphones for making phone calls and 

listening to music hands-free. 

Wearable devices such as fitness trackers and 

smartwatches have become popular accessories, 

and recently, companies have started developing 

"hearables" — earbuds that electronically 

control how a person hears the world. 

The IQbuds from Nuheara in San Francisco can 

use Bluetooth to wirelessly connect to a 

smartphone. As such, these earbuds can act like 

wireless earpieces, so you can listen to music, 

podcasts or audiobooks in stereo; make hands-

free phone calls; and engage with Siri and other 

voice-enabled apps. Users can also answer phone 

calls and start or stop audio with a simple tap of 

the earbuds. 

Furthermore, IQbuds are equipped with noise-

cancellation technology, which generates sounds 

that can neutralize background 

noise, such as distracting 

chatter in crowded places. In 

addition, microphones in each 

IQbud capture incoming audio, 

letting in sounds that you may 

want to hear, such as someone 

next to you talking to you. As 

such, people can "genuinely and 

in real time experience 

the ability to augment their hearing in noisy 

social environments," said Nuheara co-founder 

David Cannington. 

A smartphone app accompanying the IQbuds can 

help users control exactly what they hear in the 

world around them. Moreover, the app can save 

hearing settings personalized for specific 

environments; for instance, you may want to hear 

as much of your surroundings as you can while 

riding a bicycle, but suppress background 

noise while in a cafe. 

The founders of Nuheara came up with the idea 

for the IQbuds in late 2014. Cannington said that 

no other wireless earbud combines a Bluetooth 

earpiece with the abilities to boost hearing and 

cancel noise. 

IQbuds can operate over 4 hours of continuous 

use with the help of rechargeable lithium-ion 

batteries and low-power electronics that 

optimize battery power. And the carrying case 

that holds the earbuds houses three additional 

charges, granting an extra 12 hours of battery life, 

the company said. 

 

UPASANA UNNIKRISHNAN 
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APACHE SPARK 

Hiba Hameed 

S3 IT 

 

Apache Spark 1.6 was stably released on March 

9th of 2016 . It is one of the recent projects which 
apply distributed systems or computing for its 

working. 

Apache Spark is a cluster computing platform for 

large scale data processing which aims to be fast 

and general purpose engine.  

Originally developed at the University of 

California, Berkeley's AMPLab, the Spark 

codebase was later donated to the Apache 

Software Foundation. 

Spark provides an interface for programming 

entire clusters with implicit data parallelism and 

fault-tolerance. 

Apache Spark provides programmers with an 

application programming interface centered on a 

data structure called the resilient distributed 

dataset (RDD), a read-only multiset of data items 

distributed over a cluster of machines, that is 

maintained in a fault-tolerant way. It was 

developed in response to limitations in the 

MapReduce cluster computing paradigm, which 

forces a particular linear dataflow structure on 

distributed programs: MapReduce programs 

read input data from disk, map a function across 

the data, reduce the results of the map, and store 

reduction results on disk. Spark's RDDs function 

as a working set for distributed programs that 

offers a (deliberately) restricted form of 
distributed shared memory. 

The availability of RDDs facilitates the 

implementation of both iterative algorithms, that 

visit their dataset multiple times in a loop, and 

interactive/exploratory data analysis, i.e., the 

repeated database-style querying of data. 

Apache Spark requires a cluster manager and a 

distributed storage system. For cluster 

management, Spark supports standalone (native 

Spark cluster), Hadoop YARN, or Apache Mesos. 

For distributed storage, Spark can interface with 

a wide variety, including Hadoop Distributed File 

System (HDFS), MapR File System (MapR-

FS),Cassandra, OpenStack Swift, Amazon S3, 

Kudu, or a custom solution can be implemented. 

Spark also supports a pseudo-distributed local 

mode, usually used only for development or 

testing purposes, where distributed storage is 

not required and the local file system can be used 

instead; in such a scenario, Spark is run on a 

single machine with one executor per CPU core. 

Features of Apache Spark 

Apache Spark has following features. 

 Speed − Spark helps to run an 

application in Hadoop cluster, up to 100 

times faster in memory, and 10 times 

faster when running on disk. This is 

possible by reducing number of 

read/write operations to disk. It stores 

the intermediate processing data in 

memory. 

 Supports multiple languages − Spark 

provides built-in APIs in Java, Scala, or 

Python. Therefore, you can write 

applications in different languages. 

Spark comes up with 80 high-level 

operators for interactive querying. 

 Advanced Analytics − Spark not only 

supports ‘Map’ and ‘reduce’. It also 

supports SQL queries, Streaming data, 

Machine learning (ML), and Graph 

algorithms. 



Adaptive Security Architecture 

Gartner first introduced the concept of Adaptive Security Architecture to address the changing threat 

environment and business environment. This shift from traditional to intelligence driven security 

operations centers (SOC) is rooted in continuous detection and response, adapting to findings and using 

intelligence and analytics to shape decision-making. 

The complexities of digital business and the algorithmic economy, combined with an emerging “hacker 

industry,” significantly increase the threat surface for an organization. IT leaders must focus on 

detecting and responding to threats, as well as more traditional blocking and other measures to prevent 

attacks. 

According to a recent report by Deloitte, the average cost of a data breach to a single Australian business 

is more than $2.5 million per year. On top of that, the average breach compromises more than 20,000 

records (accounts or credentials). These numbers are expected to rise as organisations confront the 

twin challenges of protecting their on-premise software well as their applications in the cloud. It is really 

no surprise that in a recent survey reported by CIO.com, the majority of CIOs listed IT security as one of 

their chief priorities for the year 2016. 

The adaptive security architecture can help enterprises shift their existing mind-set of “incident 

response,” wherein incidents are thought of as occasional, one-off events, to a mind-set of continuous 

response, where they assume that cyber-attacks are relentless and hackers have the ability to 

continuously penetrate the systems. 

An adaptive security architecture can be used to mitigate some IT security breaches. It can be used to 

continuously track existing and potential security threats. This architecture provides a balanced 

approach that allows enterprises to include enterprise security as an important component of their end-

to-end business processes. It was also listed among Gartner’s top 10 strategic technology trends for 

2016. 

 

According to the Gartner report, “Designing an Adaptive Security Architecture for 

Protection from Advanced Attacks,” adaptive security architecture comprises of four, high-level 

categories of competence. The capabilities within each category can help the enterprises establish a 

comprehensive, adaptive platform that protects against attackers. 

1. “Preventive” capabilities are the preventive policies, products, and processes that are put in place to 

counter attacks. The key goal of this category is to raise the bar for attackers by reducing the surface 

area for attacks before these attacks can affect the entire enterprise. 

2. “Detective” capabilities are designed to discover attacks that evade the preventive category. The key 

goal behind this category is to reduce the dwell time for threat detection and therefore prevent potential 

damages from becoming actual damages. 

3. “Retrospective” capabilities are required to drill down and remediate issues discovered by detective 

activities (or by outside security services) and to provide forensic insights and root cause analysis. 

Retrospective proficiencies can be used to recommend new preventive measures to avoid future 

incidents. 

http://www.cio.com/article/3008378/cio-role/state-cios-will-focus-on-security-and-cloud-in-2016.html


4. “Predictive” capabilities enable the security team to learn about and record external events via 

external monitoring of the hacker activities to proactively anticipate new attack types against the 

current systems. This intelligence is later used as feedback into the preventive and detective 

capabilities, thus closing the loop on the entire set of adaptive security capabilities. 

ANN PAUL 

S2 MTECH(NE) 

 

INTERNET OF THINGS TRENDS 

2015 proved to be a year of tremendous growth for the Internet of Things (IoT), and we saw many IoT 

opportunities become reality in 2015. Because businesses are realizing thatIoT capabilities are a must, 

2016 is expected to be the year thatIoT becomes expansive and in which many businesses move from 

interest in it to implementation of its solutions. 

Implementing automated processes 

The Internet of Things is going to help connect enterprises to capabilities they can rely on without 

having to manage processes manually. IoT implementations in 2016 will provide transactional integrity, 

make it easy to construct services, bring more data together and make sense out of that data. Several 

technologies are expected to drive these expectations forward. 

Blockchain 

A blockchain is beginning to play a major part in the Internet of Things by enhancing security, enabling 

inclusion of low-value devices to be increasingly viable and making managing a device easier for 

decades to come. 

The current model stores a repository of the deployed device population along with a constant update 

process as devices download new firmware, upgrade their operating systems and deliver patches. It 

requires recording regional location as part of the device registration process because variables tied to 

region—language, power supply, regulation—affect how and what you deploy to the device as part of 

its ongoing support. A blockchain makes this process substantially easier. The records can be stored on 

the block, and the upgrades and updates can be stored, validated and executed using the information 

stored on the block. This decentralized approach is expected to save the manufacturing industry a 

tremendous amount of money over the long term. 

A blockchain can also greatly impact network traffic. For every transaction, a push-and-pull update must 

take place that is recorded in the cloud. No matter how trivial, the only repository in which transactions 

are recorded is in a centralized, cloud-based data center. If you scale that repository to 50 billion devices, 

all doing what they do every day, you produce an unprecedented amount of network chatter. The 

network wasn’t designed for this amount of chatter. A blockchain may be a way to quiet this chatter and 

optimize the Internet of Things. 

Application programming interfaces 

The Internet of Things is the killer app for cloud, especially for hybrid clouds that are emerging as the 

primary model for the Internet of Things. As a result, application programming interfaces (APIs) and a 



sound strategy around them is becoming increasingly important to enterprises. APIs serve as a bridge 

to connect useful information and plentiful data to the Internet of Things, making the Internet of Things 

useful by connecting many disparate things into a powerful network that offers astounding possibilities. 

APIs are the market enabler, and Internet of Things devices would be useless without them. By exposing 

data that enables multiple devices to be connected, APIs provide an interface between the Internet and 

the things to reveal previously unseen possibilities. In the year to come, the power and importance of 

APIs will be at the forefront of the conversation around enabling—and more important—monetizing 

the Internet of Things. 

Cognitive Internet of Things 

Data from outside the device is the way enterprises can differentiate themselves. Think language, social 

data and weather data. Capturing and analysing this type of data in context can unlock new possibilities 

for businesses. 

In 2015, clearly a new approach was required for making use of the plethora of unstructured Internet 

of Things data. The cognitive Internet of Things is just such an approach—a way of deciphering IoT data 

that can effectively handle increasingly large inputs while generating meaningful output. To bring 

ambitious IoT applications into being, we need powerful, sophisticated ways of processing an 

increasingly large and varied flow of IoT data. 

In short, we need the Internet of Things to be smarter than it is now, and we need to get ever more value 

from the data it produces. Using cognitive computing systems that learn at scale, reason purposefully 

and interact with humans naturally allows us to exploit Internet of Things data to an unprecedented 

degree. 

Focusing on the intelligence behind the data 

2016 will be a year in which enterprises focus on making the best use of big data from connected 

devices, cognitive computing is expected to emerge as the most practical way to do so. Without question, 

the year ahead should be exciting. 

 

HARIKRISHNAN U 
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IDENTIFY ILLNESS USING BIG  
  DATA?  
ANN MARIA MATHEW S5 - IT 

 
Foodborne illnesses, like salmonella, 

E.Coli and norovirus infections, are a major 
public health concern affecting more than one 
out of six Americans each year, according to the 
Centers for Disease Control and Prevention 
(CDC). During a foodborne illness outbreak, 
rapidly identifying the contaminated food 
source is vital to minimizing illness, loss and 
impact on society. 
 

WHO? 
IBM announced its scientists have discovered 
that analyzing retail-scanner data from grocery stores against maps of confirmed cases of foodborne 
illness can speed early investigations. In the study, researchers demonstrated that with as few as 10 
medical-examination reports of foodborne illness they can narrow down the investigation to 12 
suspected  food products in just a few hours. 
 

WHAT? 
In the study, researchers created a data-analytics methodology to review spatio-temporal data, 
including  geographic location and possible time of consumption, for hundreds of grocery product 
categories. Researchers also analyzed each product for its shelf life, geographic location of 
consumption and likelihood of harboring a particular 
pathogen – then mapped the information to the known 
location of illness outbreaks. The system then ranked all 
grocery products by likelihood of contamination in a list 
from which public  health official could test the top 12 
suspected foods for contamination and alert the public 
accordingly. 

WHY? 
A traditional investigation can take from weeks to months 
and the timing can significantly influence the economic and health impact of a disease outbreak. The 
typical process employs interviews and questionnaires to trace the contamination source. In 2011, an 
outbreak of E. coli in Europe took more than 60 days to identify the source, imported fenugreek seeds. 
By the time the  
investigation was completed, all the sprouts produced from the seeds had been consumed. Nearly 
4,000 people became ill in 16 countries and more than 50 people died before public health officials 
could pinpoint the source, according to the European Food Safety Authority. 
 

"When there's an outbreak of  foodborne illness, the biggest challenge facing public health 
officials is the speed at which they can identify the contaminated  food source and alert the public," 
said Kun Hu, public health research scientist, IBM Research – Almaden in San Jose, Calif. "While 
traditional methods like interviews and surveys are still necessary, analyzing big data from retail 
grocery scanners can significantly narrow down the list of contaminants in hours for further lab 
testing. Our study shows that Big Data and analytics can profoundly reduce investigation time and 
human error and have a huge impact on  public health." 
 

Already, the method in this study has been applied to an actual E. coli illness outbreak in 
Norway. With just 17 confirmed cases of infection,  public health officials were able to use this 
methodology to analyze grocery-scanner data related to more than 2,600 possible food products and 
create a short-list of 10 possible contaminants. Further lab analysis pinpointed the source of 
contamination down to the batch and lot numbers of the specific product – sausage.  

http://phys.org/tags/food+products/
http://phys.org/tags/geographic+location/
http://phys.org/tags/health+officials/
http://phys.org/tags/foodborne+illness/
http://phys.org/tags/food+source/
http://phys.org/tags/public+health/
http://phys.org/tags/public+health+officials/

